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Review



People seek actions 
that increase utility 

and avoid actions that 
decrease utility

Mill, 1861

Utilitarianism



Decision Making

Our ability to process multiple alternatives and choose the 
option that maximizes utility



Expected Value = Value x Probability



Decision Making

1. Always Choose the Highest Value Option
2. Exploration versus Exploitation

BUT

3. Psychological factors have to be accounted for
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Fig. 3. Images of statistic parametric mapping for the contrast sports car4 small car projected onto sections of the standard T1-template of SPM 99
(all images: random e¡ects analysis, po 0.001uncorrected formultiple comparisons).T-values are color coded, regions are described by their respective
x, y, and z-coordinates in the standard T1-template inTable1.Bars on the right show the scaled fMRI signal intensity with s.e. not only for sports cars and
small cars but also for limousines.From above (marked in red circle): right ventral striatum, left orbitofrontal cortex, right fusiform gyrus and left lateral
occipital complex.
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cingulate (Table 1). For limousines vs small cars we found
significantly more activation in left lingual gyrus and right
dorsolateral prefrontal cortex, whereas limousines elicit
more activation in right insula and left lingual gyrus
compared with sports cars. No significant activation at our
chosen level of significance was seen for small cars
compared to limousines or sports cars.

DISCUSSION
In our study we wanted to test whether sports cars, which
as explained above signal higher reward than limousines or
small cars, elicit reward-related activations in the hypothe-
sized brain regions. We addressed this by comparing neural
responses associated with the presentation of sports cars vs
the presentation of small cars. This contrast revealed
significantly more activation for sports cars in brain regions
associated with reward and reinforcement, i.e. right ventral

striatum, left orbitofrontal cortex, left anterior cingulate and
bilateral prefrontal cortex. We also observed significant
activation in right fusiform gyrus and left lateral occipital
complex (Fig. 3).
Thus, our hypothesis of an activation of the reward

circuitry by attractive sports cars was confirmed. The
ventral striatum as well as the orbitofrontal cortex were
activated more by sports cars than by small cars. The
mean signal difference in ventral striatum for activation
elicited by limousines was lower than for sports cars
but higher than for small cars. This confirms that the
degree of attractiveness activates the above-mentioned
structures, as would be expected from their intermediate
attractivity scores. Given these results, the question
arises, why the reward circuitry would be activated by the
degree of attractiveness. Recently, it has been demonstrated
that passive viewing of female attractive faces activates
the ventral striatum in heterosexual male subjects [7].
From an evolutionary perspective there may be a good
explanation for the activation of the ventral striatum in
that attractive female faces can be regarded as a potentially
rewarding stimulus, i.e. the initiation of a social interaction.
This consideration can be supported by the recent
finding that reward anticipation leads to an increase of
ventral striatal activation [17]. It is a possibility that our
attractive car stimuli function as predictors of potential
social reward because the category of the car one owns is a
highly reliable predictor for social dominance and high
social rank [18].
We further suggest that cars are processed in a similar

way to faces. Evidence for this suggestion comes from
the fact that nearly all subjects described the headlights of
the cars as eye-like with the cars facing the observer. If
this is true, one might expect that attractive cars seen
from the back or the side would not elicit activation
in the ventral striatum. An interesting observation
supporting our suggestion is the activation of the fusiform
face area [19], especially by attractive cars in our study.
It has also been shown recently that car stimuli activate the
fusiform face area in car experts [20]. Thus, it remains open
whether activation of the fusifom face area is due to the
face-like appearance of the cars or expertise in processing
[21].

Sportscar Limousine Small Car
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Fig. 2. Mean attractivity rating. Mean rating scores of sports cars, li-
mousines and small cars as rated by the subjects during the fMRI experi-
ment. Sports cars were rated signi¢cantly more attractive than
limousines and small cars (F(2,33)¼ 68.299, po 0.0001).Mean attractivity
rating for sports cars 3.797 0.14, limousines 2.467 0.09, and small cars
2.037 0.08.

Table1. Regions activated in the random e¡ects analysis (po 0.001uncorrected) for the respective contrasts.

Contrast Region Talairach coordinates Z-score

x y z

Sports cars4 small cars L occipital gyrus "48 "78 0 4.63
R fusiform gyrus 30 "54 "15 3.78
Rventral striatum 9 3 "6 4.30
L orbitofrontal gyrus "3 33 "18 3.68
L anterior cingulate "3 45 12 3.50
R dorsolateral prefrontal cortex 45 15 30 4.08
L dorsolateral prefrontal cortex "45 3 36 4.27

Sports cars4 limousines L anterior cingulate "3 54 12 4.94
L occipital gyrus "42 "45 "6 3.44

Limousines4 sports cars R insula 33 "18 15 3.84
L lingual gyrus "6 "87 "6 3.77

Limousines4 small cars L lingual gyrus "9 "96 "15 4.86
R dorsolateral prefrontal cortex 54 15 30 4.04
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coordinates, respectively. For the left hemisphere it is
almost a mirror image of the right hemisphere: (!15)–0,
24–60, (!6)–(!21) for x,y,z MNI coordinates, respect-
ively. An additional qualitative analysis we conducted was
to calculate a weighted average of each of the three axes
of the peak voxels using all the studies described in Table
1, which had activations in the vmPFC/OFC subregion.
Note that each peak voxel was weighted-in even if in a
given study there were more the one peak voxel. We
found that for the right hemisphere it is: x = 4.27;
y = 35.18; z = !11.82 and for the left hemisphere it is:
x = !7.29; y = 38; z = !10.57.

From these data we think that a single conclusion seems
at this point relatively straightforward. There is indeed a
small subregion in the vmPFC/OFC that tracks subjec-
tive value on a common currency appropriate for guiding
choices between different kinds of rewards. Indeed, these
data seem to suggest that the average peak voxel we have
identified here can be used as a basis for constructing an
unbiased ROI for further studies of reward and valuation.
Because there are now ample data demonstrating that
areas in the vmPFC/OFC correlate with value signals, it
now seems appropriate to conclude that research can
begin to advance from using whole brain analyses of
fMRI data to a more focused approach reminiscent of
the strategy used in electrophysiological studies. This
could lead to more concrete and testable predictions
using hypothesis testing, rather than the relying on whole
brain analyses aimed only at the cerebral localization of
value. The data suggest, in essence, that fMRI studies of
value have now advanced beyond the point of whole brain
analyses driven only toward cerebral localization and to a
point where the high-resolution physiology of valuation
can become a tractable goal.

Conclusions
Quite a few studies have now demonstrated that a sub-
region of the vmPFC/OFC centered around MNI coor-
dinates in the left and right hemispheres represent
subject-specific reward value in a common neural cur-
rency, the expected subjective value of Neuroeconomic
theory [4,5]. This remarkably small area in both right
and left vmPFC/OFC that is activated in a way that
parametrically correlates with the subjective values sub-
jects attribute to nearly every kind of reward that has ever
been studied in the scanner. The data indicate that when
two disparate kinds of rewards are equally desirable to a
subject, then activity in this area will be of equal magni-
tude for these two rewards in that individual. This is
strong evidence supporting the claim that a subregion in
the vmPFC/OFC tracks subjective value in a single
common currency of the kind first described in the
abstract by economic theory hundreds of years ago. Using
the insights from the current Meta analysis combined
with additional data from many other studies we have
generated a diagram that is a suggested possible schema

for understanding the decision-making networks of the
human brain (Figure 6).

It is important to note, however, that there is no evidence
to support the claim that the neural common currency of
value arises only in this subregion of the vmPFC/OFC.
Any common currency observed in the brain must reflect
the activation of multiple brain areas. It is almost certainly
the case that other local and network activations lie
beneath the resolution of the techniques used in these
studies. Indeed, the evidence reviewed here suggests that
portions of the striatum and perhaps the insula also
participate in this process.

Before concluding, however, two potential caveats need
to be considered. First, it is important to note that all
studies, which have examined multiple reward-types
have included monetary rewards. Thus, it might be the
case that the vmPFC/OFC region translates all reward
types into monetary equivalents and that in the complete
absence of monetary tasks other brain circuits serve a

The root of all value: a neural common currency for choice Levy and Glimcher 1035
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One possible schema for understanding the decision-making networks
of the human brain. Current evidence suggests that information from
cortical and subcortical structures converges toward a single common
value representation before passing on to the choice-related motor
control circuitry. Modulatory inputs play a critical role in establishing this
final common representation with those inputs carrying signals related to
arousal, internal state (satiety, thirst, hormonal levels, etc.) and emotional
intensity. In this schema, sensory information from all modalities carries,
among other things, the identity and location of the options. We use
visual signals in this diagram to stand for information from all sensory
modalities. (1) vmPFC, (2) OFC, (3) DLPFC, (4) Insula, (5) Primary motor
cortex (M1), (6) Posterior parietal cortex, (7) frontal eye fields, (8) Visual
cortex, (9) Amygdala, (10) Striatum.

www.sciencedirect.com Current Opinion in Neurobiology 2012, 22:1027–1038
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In the human brain the story is more complex. 



How the brain integrates costs and benefits during
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When we make decisions, the benefits of an option often need to
be weighed against accompanying costs. Little is known, however,
about the neural systems underlying such cost–benefit computa-
tions. Using functional magnetic resonance imaging and choice
modeling, we show that decision making based on cost–benefit
comparison can be explained as a stochastic accumulation of cost–
benefit difference. Model-driven functional MRI shows that ventro-
medial and left dorsolateral prefrontal cortex compare costs and
benefits by computing the difference between neural signatures of
anticipated benefits and costs from the ventral striatum and amyg-
dala, respectively. Moreover, changes in blood oxygen level depen-
dent (BOLD) signal in the bilateral middle intraparietal sulcus reflect
theaccumulationof thedifference signal fromventromedial prefron-
tal cortex. In sum, we show that a neurophysiological mechanism
previously established for perceptual decision making, that is, the
difference-based accumulation of evidence, is fundamental also in
value-based decisions. The brain, thus, weighs costs against benefits
by combiningneural benefit and cost signals into a single, difference-
based neural representation of net value, which is accumulated over
time until the individual decides to accept or reject an option.

cost–benefit integration | valuation | diffusion model | model-based
functional MRI

When we make decisions, the benefits of a decision option
often need to be weighed against accompanying costs.

Cost–benefit integration, thus, is an important aspect of decision
making. However, value-based decision making is typically in-
vestigated in the context of decision uncertainty (1–3), so little is
known about the neural mechanisms underlying the integration of
costs and benefits as such.
Cost–benefit-based decisionmaking involves the binary decision

to either accept or reject a choice option based on two competing
attributes—the option’s expected rewards and losses. Such binary
accept-versus-reject decisions bear a strong resemblance to two-
alternative choices in perceptual decision making (4, 5). For ex-
ample, when monkeys performed a direction-of-motion discrimi-
nation task in which they had to decide whether a noisy field of dots
wasmoving in one direction or its opposite direction (e.g., leftward
or rightward) and indicated their choice with a quick eye move-
ment to the target on the respective side, motion-sensitive neurons
in middle temporal visual area MT either respond to leftward
motion or to rightward motion. Prefrontal and parietal neurons, in
contrast, form a decision by accumulating the difference in the
activities of populations of neurons in area MT that code for op-
posite directions of motion. The monkey’s saccade response is
faster when more dots are moving in one direction, and this effect
is predicted by the strength of the accumulated neuronal differ-
ence signal (6). A difference-based decision mechanism has also
been identified in the human dorsolateral prefrontal cortex
(DLPFC) during perceptual face-house decisions (4, 7). Thus, we
hypothesized that cost–benefit decisions involve an analogous
decisionmechanism, that is, the computation of a decision variable
that is based on the difference of neural reward and loss antici-

pation signals (cf. ref. 8 for a similar proposal in the context of
neurophysiological data).
In perceptual decision making, both monkeys’ behavior and

neural activity were accounted for by sequential sampling models
of decision making. Specifically, monkeys’ behavior shows
a speed–accuracy tradeoff, and neurons in the lateral intraparietal
cortex (area LIP) accumulate evidence in favor of a particular
decision alternative until a decision boundary is reached (9, 10).
Evidence accumulation toward a decision boundary is also the key
feature of sequential sampling models. Diffusion models, a pop-
ular type of sequential sampling models, assume a single directed
drift process Σ that accumulates noisy information over time and
moves with a rate μ toward one of two decision boundaries (Fig.
1A; cf. ref. 11). Importantly, sequential sampling models not only
describe accuracy and response time in perceptual and memory
tasks but can also describe value-based decisions (12, 13).
We hypothesized that weighing costs against benefits involves

the accumulation of the difference between stimulus-associated
benefits and costs over time. The benefits and costs related to the
decision are, according to this hypothesis, associated with com-
peting behavioral tendencies, that is, to either approach or avoid
the stimulus. The cognitive process of cost–benefit integration,
thus, is modeled as a drift toward either an upper (accept) or lower
(reject) decision boundary. At the brain level, we hypothesized that
the decision process involves separate representations of expected
reward and loss, in the ventral striatum (1) and amygdala (14, 15),
respectively, from which a comparison signal is computed. A
neural representation of the resulting cost–benefit difference sig-
nal, in turn, should be accumulated in parietal or prefrontal cortex
(cf. refs. 8, 16).
Diffusion models do not predict whether the cost–benefit dif-

ference is computed before or during the accumulation process,
and neurophysiological data from perceptual decision making so
far provide only indirect evidence as to the brain regions imple-
menting this comparison process. However, a number of func-
tional magnetic resonance imaging (fMRI) studies suggest that
ventromedial prefrontal cortex (VMPFC) represents a global
valuation signal (2, 17, 18), and lesion studies highlight VMPFC as
a necessary basis for value-based decision making (19, 20). We
thus hypothesized that VMPFC functions as a comparator region
computing the difference between neural reward and loss signals,
akin to the computation of perceptual difference signals in
DLPFC (6, 7). According to the diffusion model, blood oxygen

Author contributions: U.B., G.B., H.R.H., and C.J.F. designed research; U.B. and G.B.
performed research; U.B. and G.B. analyzed data; and U.B., G.B., H.R.H., and C.J.F. wrote
the paper.

The authors declare no conflict of interest.

This article is a PNAS Direct Submission.
1U.B. and G.B. contributed equally to this work.
2To whom correspondence should be addressed. E-mail: fiebach@psych.uni-frankfurt.de.

This article contains supporting information online at www.pnas.org/lookup/suppl/doi:10.
1073/pnas.0908104107/-/DCSupplemental.

www.pnas.org/cgi/doi/10.1073/pnas.0908104107 PNAS | December 14, 2010 | vol. 107 | no. 50 | 21767–21772

N
EU

RO
SC

IE
N
CE

PS
YC

HO
LO

G
IC
A
L
A
N
D

CO
G
N
IT
IV
E
SC

IE
N
CE

S



level dependent (BOLD) signals in comparator regions should be
driven by the neural cost–benefit difference signal, and this effect
should be greater for participants who are more efficient in cost–
benefit integration (Fig. 1A). To test this hypothesis, we examined
which brain regions are functionally coupled to the difference of
neural reward and loss signal.
We furthermore hypothesized that brain regions that accumu-

late the cost–benefit difference over time (accumulator regions)
should be functionally distinct from comparator regions. Com-
parator regions should show greatest and weakest activity for large
positive and negative differences, respectively. In contrast, accu-
mulator regions should show greater activity for harder than for
easier decisions (16). The last prediction derives directly from the
comparison of high versus low drift rates in Fig. 1A and from the
fact that accumulation-related activity is a function of the area
under the accumulation,

Ð
Σ (16) (see also below): In response-time

paradigms (where participants respond as soon as they know the
answer), more difficult trials have a lower drift rate μ and a pro-
longed accumulation process Σ, which results in an increase in the
area under the accumulation process

Ð
Σ for harder trials. Given

that we hypothesized that comparator regions feed their output
into accumulator regions, and given that we further assumed that
decision making depends on the efficiency of the connection be-
tween comparator regions and accumulator regions (21), we pre-
dicted (i) that accumulator regions are negatively correlated with
the unsigned and normalized comparator region activity, such that

accumulators are more strongly activated for hard trials in-
dependent of whether they have a net positive or net negative cost–
benefit difference, (ii) that this effect depends on the individual
efficiency of cost–benefit comparison, and (iii) that accumulator
regions additionally show greater activation for harder trials.
To test these hypotheses, we measured functional brain acti-

vations while 19 participants decided to either accept or reject
a series of single visual stimuli, each characterized by two visual
attributes: color and shape (Fig. 1B; Fig. S1). In a preceding
training session (Fig. 1C), participants had learned that different
colors were associated with different monetary costs and different
shapes with different monetary benefits, or vice versa (balanced
across participants). Deciding whether or not to collect a stimulus
thus required that subjects compared stimulus-associated costs
against stimulus-associated benefits. Net outcomes of accepted
stimuli were added over the course of the experiment and paid out
afterward. We modeled behavioral data with a power-rate diffu-
sion model (22), with the aim of quantitatively relating the drift
parameter μ of the decision process to neural mechanisms mea-
sured with fMRI.

Results
Participants successfully learned stimulus-reward associations
(see details in SI Methods). Average performance-dependent
earnings in the experiment were 22.27 Euro (€) and, as expected,
participants were faster in trials with larger cost–benefit differ-
ences (Fig. 2 A–C; SI Results).

The Diffusion Model Accounts for Cost–Benefit Decisions. We used
the power-rate diffusion model (22) to estimate participants’ drift
rates. Fig. 2 C and D shows examples of fitted chronometric and
psychometric functions for four representative subjects, and illus-
trates that the model describes behavior well (see Fig. S2 for all
individual plots). To test the validity of fitting the power-rate dif-
fusion model, we applied two different response-time criteria to
different participants (1,700 ms vs. 1,250 ms; Methods). As expec-
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boundary) or a rejection (lower boundary). In this example, rejection deci-
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time distributions show that lower drift rates are associated with slower
accumulation processes (as the blue distribution is shifted nearer to the
starting point than the green one) and higher error rates (as the green
distribution has a larger mass in the rejections/errors). (B) Task paradigm
with color/shape stimuli that are associated with different ranges of mon-
etary benefits and losses. For example, a yellow square might be associated
with a reward between 2 and 2.4 € and a loss between 0.4 and 0.8 € (see Fig.
S1 for more details). Successful cost–benefit integration would lead partic-
ipants to accept this stimulus. Null trials are variable intertrial intervals. (C)
Training (SI Methods) involved three blocks each for colors (Left) and shapes
(Right), each of which comprised 56 stimulus pairs. Participants first com-
pared the presented pairs and then received feedback as shown, thus im-
plicitly learning the value ranges associated with colors and shapes. The last
two blocks were terminated when a criterion (95% correct) was reached, but
never before 25 trials were completed. (D) Accuracy for the training session,
displayed according to training block (x axis) and reward (green) versus loss
(red) condition. Error bars represent SEM.
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ted, varying the response-time criterion modulated the decision
boundary a [t(18)= 3.2,P=0.005, JZS-BF=0.11] but not the drift
rate μ [t(18) =−0.82, P= 0.426, JZS-BF= 2.4]. JZS-BF is a Bayes
factor and estimates how much more likely the null hypothesis is
than the alternative hypothesis (23).
Given that we intended to test the hypothesis that the brain

implements cost–benefit integration as described in diffusion
models of decision making, we predicted that brain processes
implementing cost–benefit comparison and evidence accumula-
tion should be modulated by participants’ individual drift rates.
We therefore calculated, for each participant separately, the
median drift rate across all experimental conditions as an index of
decision-making efficiency (see Table S1 for individual data).
Median drift rates varied considerably (minimum = 0.56; maxi-
mum = 2.42; median = 0.89; mean = 0.97; SD = 0.45) and were
subsequently entered as a predictor into individual-difference
group analyses of fMRI data.

Neural Representations of Reward and Loss Expectation Signals. We
first identified brain regions representing anticipated costs and
benefits, because we hypothesized that these function as input to
the subsequent cost–benefit comparison in VMPFC. Importantly,
benefits (i.e., monetary reward) and costs (i.e., monetary loss)
associated with each stimulus were independent of each other
(r = −0.22; P > 0.2) and of the absolute value of the cost–benefit
difference (both r= 0). Thus, “pure” cost and benefit signals were
identified by modeling brain activation, across all trials, with
separate parametric predictors reflecting the amount of reward
and the amount of loss coded in each stimulus.
A neural signature of anticipated monetary reward was iden-

tified in several regions (Table S2), including the hypothesized left
ventral striatum. Given that the ventral striatum was consistently
associated with reward anticipation in previous literature (1),

we extracted the time course tvStr of this region (MNI coordinates
x = −10, y = 10, z = −6; P < 0.005; k = 30 voxels; Fig. 3A) for the
subsequent analysis of a cost–benefit difference signal. Also
consistent with earlier reports (14, 15), we found a correlation of
monetary loss with right amygdala (18,−2,−20; P < 0.005; k = 38;
Fig. 3B) and extracted time course tAmyg from this region. Note
that the neural representations of expected benefits and costs
were not significantly correlated with participants’ drift rates
(ventral striatum: Tmax = 0.285, r = 0.07, JZS-BF = 5.5; amyg-
dala: Tmax = 0.124, r = 0.03, JZS-BF = 5.7).

Prefrontal Comparator Regions Compute Cost–Benefit Difference.
We conducted a psychophysiological interaction analysis (PPI)
(24) to identify comparator regions computing the cost–benefit
difference (CBD) based on the identified neural reward and loss
signals. The physiological predictor was the difference Dneural of
the standardized time series extracted from above-defined
amygdalar and striatal regions of interest (i.e., Dneural = tvStr –
tAmyg). The psychological predictor P coded whenever a stimulus
was presented. Therefore, the expected correlation between the
neural cost–benefit signal and BOLD signals from comparator
regions was restricted to decision-related activity. The critical
component of this analysis was the psychophysiological in-
teraction term PPICBD = Dneural × P. Due to its physiological re-
gressor Dneural, PPICBD identifies brain regions computing net
values of the stimuli by subtracting stimulus-associated neural cost
signals from neural signatures of expected monetary benefit. To
ensure that we identified brain regions implementing the cogni-
tive process as modeled with the diffusion model, we additionally
required that comparator regions correlating with PPICBD do so to
a greater extent for the more efficient decision makers with higher
average participant-specific drift rates μ.
Prefrontal comparator regions defined in this way were found

in VMPFC (−4,60,−6; cluster size k = 417, Tmax = 6.12), ante-
romedial prefrontal cortex (AMPFC; 12,50,8; k = 586, Tmax =
6.72), and in the posterior part of the dorsolateral prefrontal
cortex (left posterior superior frontal sulcus; −22,18,44; k = 106,
Tmax = 7.15 ; Fig. 3C). Table S3 lists results outside prefrontal
cortex. Fig. 3C visualizes those brain regions that show a modu-
lation of the PPICBD effect by drift rate and illustrates that the
dependency of the VMPFC signal on the neural cost–benefit
difference signal was larger for participants with higher drift
rates. Thus, as predicted, VMPFC is driven by the neural cost–
benefit signal, and this effect is stronger in more efficient cost–
benefit decision makers.

Accumulation of the Cost–Benefit Difference. We had further hy-
pothesized that the amount of accumulated information

Ð
Σ

should be greater the longer the integration process takes, in-
dependent of the net result of the integration process (Fig. 4A).
Accumulator regions were accordingly defined by three criteria.
First, BOLD signals in accumulator regions, taccumulator, should
be negatively correlated with the normalized, absolute activation
strength of comparison region VMPFC (i.e., taccumulator ≈
−| tVMPFC |), as accumulation should produce greater

Ð
Σ in

conditions characterized by a small cost–benefit difference.
Second, this inverse coupling of comparator and accumulator
regions should be greater for subjects with higher median drift
rate μ. This assumes that less efficient decision making is par-
tially caused by a noisier connection between comparator regions
and accumulator regions (21). A PPI analysis (Methods) was
implemented to jointly test these two criteria and revealed three
clusters in the middle intraparietal sulcus (mIPS; left: −40,
−40,42, k = 59, Tmax = 4.59 and −28,−66,38, k = 111, Tmax =
4.69; right: 32,−52,40; k = 69; Tmax = 4.5). Third, BOLD signal
in accumulator regions should also be greater for harder trials, as
defined by the absolute difference of the true stimulus-associated
costs and benefits (16). We tested for this additional criterion by
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Fig. 3. Brain activation results for cost–benefit comparison. (A) Localization
of the ventral striatal (vStr) ROI, whose average time course was used to
derive the neural difference signal Dneural = tvStr – tAmyg. (B) Localization of the
amygdala ROI, whose average time course was used to derive the neural
difference signal Dneural = tvStr – tAmyg. Activation results in A and Bare shown
at P < 0.005 (uncorrected). (C) Brain regions whose BOLD signals are coupled
to the neural difference signal Dneural (identified using PPI analysis) and ad-
ditionally modulated by the individual median drift rate (Inset), displayed at
whole-brain corrected P < 0.05 (Methods). SFS, superior frontal sulcus.
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creating a conjunction map showing where the first two criteria
are fulfilled and where, at the same time, the BOLD signal was
greater for harder than for easier trials (Methods). This analysis
identified the left (78 voxels) and right (38 voxels) mIPS as
plausible neural accumulator regions (Fig. 4B).

Discussion
Decision making often involves weighing the benefits of an option
against the costs of an option. Little is known, however, about the
neural systems underlying such cost–benefit computations. Using
fMRI and choice modeling, we tested the hypothesis that cost–
benefit comparisons can be described by an accumulation process
as postulated in sequential sampling models of decision making
(9–13, 22). More specifically, we hypothesized a neural decision
mechanism that accumulates information from a neural repre-
sentation of the cost–benefit difference of a choice option until
a decision boundary for accepting or rejecting the options is
reached and the choice is executed. Consistent with theoretical
proposals and behavioral modeling results (3, 4, 8, 12, 13), we
hypothesized that the same basic brain mechanisms that were
successfully used to explain perceptual decision making can also
explain value-based decision making. Consistent with this hy-
pothesis, our fMRI results indicate that this decision is imple-
mented by a comparison of cost and benefit signals from amygdala
and ventral striatum, respectively, in (among other regions) the

ventromedial prefrontal cortex. Our results further suggest that
the result of this difference-based computation is accumulated
toward a decision threshold in parietal cortex (Fig. 4C).

Model-Driven Functional MRI Analysis. The present results dem-
onstrate the power of model-driven fMRI analysis, as the ap-
plication of models such as the diffusion model allows quantifying
well-defined decision mechanisms and stringently identifying
their neural bases (25). Whereas the application of sequential
sampling models to electrophysiological data can exploit the high
temporal resolution of single-cell data (e.g., 10), our model-based
approach exploits individual differences in an important decision
parameter, that is, the efficiency of information accumulation
(26). In the present study, this approach supports the hypothesis
that analogous computational mechanisms are involved in per-
ceptual and reward-based decision making. Tying neural activa-
tion data to model parameters may also help to clarify questions
concerning the nature of neural effects observed. Brain activation
effects suggestive of accumulator regions may, at least partly, also
be due to postdecision processes such as confidence in the de-
cision. However, our identification of decision-making regions
from model-based PPI analyses links them closely to the hy-
pothesized decision processes, making it unlikely that they rep-
resent postdecision processes.
Our results also shed light on the neurobiological causes for in-

dividual differences in reward-baseddecisionmaking.Thedrift rate
as a measure of participants’ decision-making efficiency correlated
with how well people compared the neural signatures of monetary
costs and benefits, and with how well the cost–benefit difference is
read out into the accumulations process. In contrast, the drift rate
did not correlate with the neural representations of costs and
benefits as such, suggesting that less efficient decision makers had
cost and benefit signals of the same quality but that they were worse
at integrating this information. Hence, the paradigm we used here
could be a useful tool to investigate decision-making deficiencies in
clinical populations in the brain on a process level (19, 27).

Neural Mechanisms Underlying Cost–Benefit Comparisons. Our
results suggest the VMPFC, as well as AMPFC and left DLPFC,
as candidate regions for cost–benefit comparison. Critically,
changes in fMRI signals in these neural comparison regions were
not due to decision difficulty. Rather, the task-related correlation
with the difference of ventral striatal benefit signal and amygdalar
cost signal implies that prefrontal comparison regions represent
the value of the cost–benefit difference. We suggest that the
positive correlation with the neural difference signal identifies
plausible comparator regions that compute expected reward by
trading off costs and benefits. This conclusion is considerably
strengthened by our finding that the correlation between the
neural cost–benefit difference signal and activity in prefrontal
comparison regions such as VMPFC is modulated by participants’
drift rate. This correlation provides a crucial link between de-
cision variables estimated from behavioral and neuronal data.
The VMPFC is a highly plausible candidate region for a neural

mechanism of cost–benefit integration. For example, patients
with VMPFC lesions have problems in determining the relative
values of decision alternatives (20) and provide inconsistent
judgments of subjective preferences in simple pairwise compar-
isons (28). Moreover, a number of fMRI studies have implicated
VMPFC in representing expected rewards (e.g., 17, 18, 29), al-
though the precise mechanisms of this value computation are still
unclear (2). Given the converging evidence of earlier fMRI and
lesion studies and our present study showing that VMPFC com-
pares amygdalar and striatal reward signals, we conclude that the
VMPFC is critical for the comparison of costs and benefits.

Neural Accumulation of Cost–Benefit Difference Information. Accord-
ing to our criteria outlined above, activation in parietal accumu-
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Fig. 4. Brain activation results for accumulation of the cost–benefit differ-
ence. (A) The diffusion model predicts greater BOLD signal in accumulator
regions for harder decisions. (Left) Drift processes with a high (blue), medium
(green), or low (yellow) drift rate μ. Lower drift rates signify harder decisions
(within participants) or less efficient decision making (between participants).
Because low-drift-rate decisions last longer, the area under the drift process
(
Ð
Σ) will also be greater for lower drift rates. Therefore, convolving the drift

process with a hemodynamic response function leads to greater predicted
BOLD signals for harder trials (Right). Note that accumulator regions should
reflect the absolute value of the area under the drift process, as they are in-
different to the sign of the cost–benefit difference. (B) Accumulator regions
are functionally coupled to the comparator region (VMPFC), modulated by
individual drift rates, and are more strongly activated for more difficult trials
as described in A. Accumulator regions in mid-intraparietal sulcus were
identified by a conjunction analysis (see Methods for details). (C) Proposed
brain mechanism for cost-benefit decision making: Cost and benefit signals
from amygdala and nucleus accumbens (NAcc), respectively, are compared in
VMPFC. The resulting difference signal is accumulated in intraparietal sulcus
(IPS) until a decision threshold is reached.
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which forms the core of the critic, evaluates whether or not
ongoing events predict future reward (or punishment), for
example, by indicating that accelerating at the red light
constitutes maladaptive behavior [27–29]. Third, DLPFC
provides top-down biasing signals to the dorsal striatum
(and other brain areas) that facilitate execution of the
current policy [14]; these signals are most important when
the appropriate policy has not been learned by the dorsal
striatum or is inconsistent with past behavior, such as
when driving on the wrong side of the road in a foreign
country. Finally, orbitofrontal cortex provides the ventral
striatum with information related to abstract goals, con-
sistent with its role in contextually based action and
reward evaluation [30,31]; this information affords the
basal ganglia flexibility to learn not only about primary
rewards and punishments (such as the pain resulting from
a car accident) but also about goal-related outcomes (such
as stopping at a red light).

This neurocomputational architecture, which underlies
several popular models of cognitive control, RL and deci-

sion making [25,27,28], leaves several important issues
unaddressed. First, although the model provides a role for
the basal ganglia in learning about and executing simple
stimulus–response mappings, it falls short of describing
how the system can do so efficiently for complex sequences
of actions – such as driving to the supermarket and return-
ing home with a bag of groceries – because the computa-
tional load on the system increases nonlinearly with the
number of steps comprising the action sequence [25]. Sec-
ond, the architecture does not specify what task DLPFC
should implement nor what goal orbitofrontal cortex
should take as appropriate for the current task context.
Third, the framework leaves undetermined the degree of
vigor with which the task should be executed.

We argue that ACC, in its role in selecting and main-
taining options according to principles of HRL, provides
the solution to these problems. By design, the HRL frame-
work alleviates the computational burden on systems such
as the basal ganglia that are responsible for learning about
primitive actions (Box 2). Second, ACC learns to associate
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Figure 1. Proposed implementation of the hierarchical reinforcement learning mechanism. (a) Abstract function associated with each component. The option selection
mechanism sits at the apex of a standard actor–critic architecture for reinforcement learning: it determines the appropriate task to implement given the state of the external
environment and specifies the goal-state defining successful task completion. The selected option-specific policy is communicated to the actor, which implements the
policy via two interacting modules. A high-level module implements the task set by biasing the activity of a low-level module, which in turn executes behaviors appropriate
to the policy given the current state of the environment (not shown). In parallel, a high-level module within the critic associates the termination state of the option with a
subgoal, providing pseudo-rewards and contextual information to a low-level critic module that evaluates the progress of the actor towards the option termination state.
The critic outputs a slowly changing signal related to average reward and a fast reward prediction error signal indicating when events are better or worse than expected.
The option mechanism utilizes these signals, together with information related to experienced costs (not shown), for learning the value of options, for selecting options for
execution, and for maintaining the system on-task after an option is selected. Also not shown are additional connections to the actor and critic modules that carry reward-
related information from the critic and state-related information from the external environment. (b) Proposed neural implementation of the hierarchy. (c) An illustrative
example. The agent is at home fixing a macaroni and cheese dinner only to find that he missing a key ingredient: cheese. Confronted with this obstacle, ACC selects and
coordinates a sequence of options for driving to a nearby market, purchasing the ingredient, and returning home (as opposed to an alternative sequence of options such as
ordering the same meal at a local diner). The DLPFC manages the individual policies associated with each option, including driving to the market, by biasing neural activity
in the dorsal striatum and in other motor structures that implement the particular steps of the sequence, such as accelerating at green lights. Note that the DLPFC and dorsal
striatum work together to execute the policy, but DLPFC input is especially important for tasks that are incompatible with overlearned behaviors, for example, for driving on
the wrong side of the road in a foreign country. Meanwhile, the orbitofrontal cortex represents the termination state of the option – arriving safely at the market – as the goal
of the action sequence, and the ventral striatum utilizes this contextual information to determine whether or not the individual actions are consistent with the goal. Finally,
the dopamine system indicates to ACC whether or not the current state of the task is associated with high predictive value (tonic dopamine) and when events are suddenly
better or worse than predicted (phasic dopamine). Thus, if on a long drive the DLPFC momentarily loses control over the desired task set, such that the motor system turns
onto the wrong side of the road, the critic can alert ACC via decreased dopamine levels that the action is inconsistent with the goal, which would in turn boost activation of
the appropriate task set in DLPFC and correct for the error. ACC, anterior cingulate cortex; AR, average reward; DA, midbrain dopamine system; DLPFC, dorsolateral
prefrontal cortex; DS, dorsal striatum; OFC, orbitofrontal cortex; RPE, reward prediction error; VS, ventral striatum.
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Figure 1

Stimulus value is reflected in VMPFC activity. (a) The overlay map shows the peak activations in mOFC/ACC for three fMRI studies of goal-directed
decision-making. The peak from a study by Chib et al. [72] investigating decisions using consumer goods, food, and monetary rewards is shown in red.
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Summary of three study all agree on the role of
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This paper studies the cognitive processes that enable decision makers to switch between
exploitation and exploration. We use functional magnetic resonance imaging (fMRI) in
a sample of expert decision makers to make two main contributions. First, we identify
and contrast the specific brain regions and cognitive processes associated with exploita-
tion and exploration decisions. Exploitation activates regions associated with reward seek-
ing, which track and evaluate the value of current choices, while exploration relies on
regions associated with attentional control, tracking the value of alternative choices. Sec-
ond, we propose and test the idea that stronger activation of the brain circuits related to
attentional control allows individuals to achieve better decision-making performance as a
result. We discuss the implications of these results for strategic management research and
practice. Copyright © 2013 John Wiley & Sons, Ltd.

INTRODUCTION

Adapting to complex and changing environments
requires managers to explore novel knowledge
domains while simultaneously exploiting existing
knowledge (Abelson, 1976; Eisenhardt, Furr,
and Bingham, 2010; Levinthal and March,
1993; March, 1991). Strategy scholars have
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identified a range of options for handling this
trade-off. Structural ambidexterity scholars
suggest assigning exploration and exploitation
to different units (Benner and Tushman, 2003;
Tushman and O’Reilly, 1996). Others propose
inter-temporal separation (Burgelman, 2002;
Siggelkow and Levinthal, 2003). Yet others
argue that ambidexterity is best achieved through
individuals’ abilities to make decisions about
exploration and exploitation cycles (Gibson and
Birkinshaw, 2004). All researchers agree that key
decision makers play a critical role (Gibson and
Birkinshaw, 2004; Lubatkin et al., 2006; O’Reilly
and Tushman, 2011).
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asked to read the instructions and then play a
short training round. Following this, participants
were asked to play the game while lying inside the
fMRI scanner, which took thousands of images of
their brain as they played. After several processing
steps, the information captured in the images was
translated into a measure called the BOLD signal,
which is used as an indirect indicator of the
neural activity underpinning cognitive processing
(Bandettini, 2006).

When lying inside the scanner, participants saw
the stimuli on a screen positioned in front of the
scanner using an angled mirror placed above their
eyes. The game consisted of four slot machines
that paid off points noisily, around four different
means that changed from trial to trial. This feature,
developed by Daw et al. (2006), allowed us to
study exploratory and exploitative decisions under
uniform conditions, in the context of a single
task that could be performed inside the scanner.
Participants were not told about the changing
means; they only could learn about the current
worth of a slot by active sampling. In each time
period, participants had to resolve the dilemma of
whether to choose an uncertain but familiar option
(exploitation) or investigate a new one in the hope
of a higher payoff (exploration). The options were
known; the uncertainty was over outcomes.

Figure 4, from left to right, shows that the task
followed the same sequence of events in each trial.
First, the participants were presented with the four
machines. Second, they chose one by pressing one
of four buttons on a keyboard. Third, within a few

Figure 4. Task presentation and decision-making
process

seconds, the number of points they had won by
choosing that slot was displayed. Finally, and as
is usual in neuroimaging studies, a fixation cross
appeared, signaling the end of one trial and the
beginning of a new one. If no choice was made
within the slots-presentation period, a red X was
displayed for 4.2 seconds, and a new trial was
started. Participants played a total of 300 trials
divided into four sessions (of 75 trials each). After
each session, they were given a break for as long
as they wanted.

The first four trials of each session were
eliminated from our analyses so participants could
start with a minimum amount of information (all
participants, except one, explored the four slots
in the first four trials). As it is commonly the
case, in order to use the brain imaging method,
we adopted a perspective based on a dichotomy.
From the fifth trial on, participants’ response to
each trial was classified as an exploitative or an
exploratory choice. Choosing the same machine
as in the previous trial was classified as an
exploitation choice; choosing a different one was
classified as exploration . In this simple definition,
any change is exploration. Decision-making
performance was measured by the total number
of points accumulated over the 300 trials.

RESULTS

This section is split into three subsections present-
ing results to test Hypotheses 1–3. We identified
the specific brain regions and cognitive processes
associated with exploitation and exploration deci-
sions, and the system in charge of change from
exploitation to exploration. Exploitation is associ-
ated with reward seeking, and the regions associ-
ated with exploitation track and evaluate the value
of the current choice (Hypothesis 1). Exploration
relies on regions associated with attentional con-
trol and tracking the value of alternative choices
(Hypothesis 2). The stronger activation of the
attentional-control circuit allows to achieve better
decision-making performance (Hypothesis 3).

Exploitation (Hypothesis 1)

As hypothesized, we found that exploitative
choices elicited significantly stronger activations

Copyright © 2013 John Wiley & Sons, Ltd. Strat. Mgmt. J., 36 : 319–338 (2015)
DOI: 10.1002/smj
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than explorative ones in dopaminergic mesocor-
ticolimbic regions associated with reward antic-
ipation (Tobler et al., 2007); namely, the medial
prefrontal cortex (mPFC) and the hippocampus
(Hip) bilaterally. These brain regions are depicted
in Figure 5. The exact locations of the brain
regions in our findings are presented in Table 2.

Based on the neuroscientific literature, our find-
ings reflect anticipation of the safe, predictable
reward implicit in an exploitative choice. The
mPFC is the target of the mesocorticolimbic
dopaminergic circuit, a neural system involved
in reward-related behavioral adaptations (Ikemoto,
2007; Schultz, 2006). The functional role of this
circuit arises from the release of dopamine from
the VTA and SN in the ventral midbrain. These
structures are bidirectionally connected to the stri-
atal complex in the basal ganglia (BG), including
both the nucleus accumbens (nACC) in the ventral
striatum (VS), and the dorsal striatum (DS) (Ike-
moto, 2007). The crucial role of dopamine trans-
mission within these neural structures in the expe-
rience and anticipation of and search for rewards
is highlighted in classical studies of drug self-
administration and electrical self-stimulation (Olds
and Milner, 1954). However, the roles of the VTA
and VS necessarily result from their interactions
with other brain structures along the dopaminergic
circuit. Projections to the neocortex mainly reach
the orbitofrontal cortex (OFC); that is, the ventral
part of the frontal lobes located above the orbits,
and particularly its medial portion (i.e. the mPFC).

Figure 5. The neural bases of exploitative choice.
The brain regions that are more strongly activated
by exploitation than exploration choices are shown on
transverse, coronal, and sagittal sections of an average
brain obtained from individual subjects’ T1-weighted
anatomical images. The distance (in mm) of sections
from the origin of the stereotaxic space (namely, anterior
commissure [Ac]) is displayed below each slice. All
displayed activations survive a statistical threshold of

p < 0.05 corrected for multiple comparisons

On the basis of its anatomo-functional connec-
tivity, the OFC consists of a sensory and a limbic
circuit, located in its lateral and medial portions,
respectively (Ongur and Price, 2000). The sensory
circuit receives mainly sensory information that
reaches distinct subregions of the lateral OFC and
projections from the posterior Str (Carmichael
and Price, 1995b). The limbic (medial) network
centered in the vmPFC is strictly connected to
the limbic structures (Hip and amygdala (Amg))
(Carmichael and Price, 1995a), posterior cingulate
cortex (poCC) (Cavada et al., 2000) and the
VS. With regard to its function, there is a large
body of data suggesting the role of the vmPFC in
goal-directed behavior, through flexible processing
of rewards and punishments that finally results
in adjustments to behavior (see Kringelbach and
Rolls, 2004 for a review). Indeed, different lines
of research associate the vmPFC with related but
not completely overlapping functional roles, such
as behavioral inhibition, emotional control, moral
reasoning, social functioning, and, broadly, inte-
gration of the emotional and cognitive facets of
relevant stimuli for behavior adaptations (Bechara,
Damasio, and Damasio, 2000; Kringelbach and
Rolls, 2004; Rolls, 2004). These different facets
of the vmPFC’s role in goal-directed behavioral
adaptation can be explained by a general role
of this region in representing the reward and
punishment value of reinforcing stimuli. As such,
the vmPFC would be crucially involved in the
rapid (re)learning and reversal of associations
between previous neutral stimuli and reinforcers
(e.g., the association between a given slot machine
and an imminent monetary reward). This role
is likely also to involve the Hip associated with
memory encoding. Indeed, as already mentioned,
the mesocorticolimbic dopaminergic circuit is con-
nected to the rostral portion of the Hip (Friedman,
Aggleton, and Saunders, 2002). In particular, the
subiculum (Sub), by connecting the Hip and the
reward circuitry, activates the dopamine system to
highlight the reinforcing properties of rewarding
stimuli (Cooper et al., 2006). In this functional
framework the medial and lateral areas of the
OFC will be involved, respectively, in ongoing
monitoring of the reward value of reinforcers, or
in evaluating the punishment value of reinforcers
that might lead to a change in current behavior
(Kringelbach and Rolls, 2004).

Confirming this view, previous data show
the vmPFC to be activated more strongly by

Copyright © 2013 John Wiley & Sons, Ltd. Strat. Mgmt. J., 36: 319–338 (2015)
DOI: 10.1002/smj
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2009) is more strongly activated by exploitation
than by exploration (Table 2). These findings
provide support for our first hypothesis about the
involvement of the reward brain circuitry in charge
of a bottom-up learning process that results in rep-
etition of current behavior. Note also that ongoing
work by the authors found the same results as
presented here, using a computational rather than
a behavioral definition of exploitation (as in (Daw
et al., 2006; Laureiro-Martinez et al., 2014)).

Exploration (Hypothesis 2)

We find that compared with exploitation choices,
exploration choices elicit significantly stronger
activation of the attention-control regions (i.e. the
circuitry composed of bilateral parietal and frontal
regions). In the parietal regions, we find that
activation occurs in the temporo-parietal junction
(TPJ) and intraparietal sulcus (IPS), as well as in
the superior parietal lobule (SPL). In the frontal
regions, activations involve bilaterally the frontal
eye fields (FEF), middle frontal gyrus (MFG), and
the FPC. These findings provide support for our
second hypothesis. Further frontal activation was
observed in the dorsal anterior cingulate cortex
(dACC) (Picard and Strick, 1996) and presup-
plementary motor area (pre-SMA) in the medial
surface of the brain. In line with a priori hypothe-
ses (Aston-Jones and Cohen, 2005), the locus
coeruleus (LC) is also more strongly activated
by exploration than exploitation choice. Impor-
tantly, and in line with our initial hypothesis, we
observed activation of the ventral frontoinsular
cortex (VFC), discussed further in the Discus-
sion and Conclusions section. The insula (Ins) is
in charge of affective processing, signaling neg-
ative emotions, both physical and moral (Calder,
Lawrence, and Young, 2001; Dalgleish, 2004; San-
fey et al., 2003). In particular, in several studies,
the Ins is consistently associated with feelings of
disgust, a negative feeling that derives from disap-
proval of the current situation (for a review see
(Murphy, Nimmo-Smith, and Lawrence, 2003)).
Indeed, the crucial role of anterior Ins in signaling
the affective/motivational significance of the prob-
ability of aversive outcomes was confirmed by a
study of patients with anterior Ins lesions, who dis-
play impaired sensitivity to the odds of winning
(Clark et al., 2008). We argue that this is related
to the anxiety and fear generated by choosing the

Figure 6. The neural bases of explorative choice.
The brain regions that are more strongly activated
by exploration than exploitation choices are shown
on transverse sections and 3D renders of an average
brain obtained from individual subjects’ T1-weighted
anatomical images. The distance (in mm) of sections from
the origin of the stereotaxic space (Ac) is displayed below
each slice. All displayed activations survive a statistical
threshold of p < 0.05 corrected for multiple comparisons

most uncertain option (i.e. exploration). Most of
these brain regions are depicted in Figure 6.

Due to intrinsic limitations in the evalua-
tion of the measures of neural activity (BOLD
signal responses) in the brainstem, the predicted
involvement of the LC in exploration versus
exploitation was also assessed in areas defined
on the basis of both functional (Astafiev et al.,
2010) and anatomical (Keren et al., 2009) criteria,
independent of the previous results (Table 3).
This was done by means of ROIs analyses
(see the Detailed Methods section in the online
supplementary materials). We employed the same
approach to compare directly the frontopolar and
parietal activations observed in our study with
those previously associated by Boorman et al.
(2009) with tracking the value of alternative ver-
sus current choices. The results confirm that the
regions activated in that study, as well as the
LC (Astafiev et al., 2010; Keren et al., 2009), are
more strongly activated during exploration than
exploitation choices. Table 3 presents the exact
location of the brain regions that appear more
active when participants are exploring rather than
exploiting.

The model that emerges from our data is
strongly rooted in the extensive literature on the
neural systems underlying attentional control and
executive functioning, as well as recent evidence
on the neural mechanisms that underpin behavioral
flexibility in dynamic settings. The fronto-parietal
brain regions that are more strongly activated
by exploration choices are typically associated
with executive functioning, a general and broad

Copyright © 2013 John Wiley & Sons, Ltd. Strat. Mgmt. J., 36 : 319–338 (2015)
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WHAT DO I DO NOW? AN ELECTROENCEPHALOGRAPHIC
INVESTIGATION OF THE EXPLORE/EXPLOIT DILEMMA

C. D. HASSALL, * K. HOLLAND AND O. E. KRIGOLSON

Department of Psychology and Neuroscience, Dalhousie University,
Halifax, Nova Scotia, Canada B3H 4R2

Abstract—To maximize reward, we are faced with the
dilemma of having to balance the exploration of new
response options and the exploitation of previous choices.
Here, we sought to determine if the event-related brain
potential (ERP) in the P300 time range is sensitive to deci-
sions to explore or exploit within the context of a sequential
risk-taking task. Specifically, the task we used required par-
ticipants to continually explore their options—whether they
should ‘‘push their luck’’ and keep gambling or ‘‘take the
money and run’’ and collect their winnings. Our behavioral
analysis yielded two distinct distributions of response
times: a larger group of short-decision times and a smaller
group of long-decision times. Interestingly, these data sug-
gest that participants adopted one of two modes of control
on any given trial: a mode where they quickly decided to
keep gambling (i.e. exploit), and a mode where they deliber-
ated whether to the take the money they had already won or
continue gambling (i.e. explore). Importantly, we found that
the amplitude of the ERP in the P300 time range was larger
for explorative decisions than for exploitative decisions
and, further, was correlated with decision time. Our results
are consistent with a recent theoretical account that links
changes in ERP amplitude in the P300 time range with pha-
sic activity of the locus coeruleus–norepinephrine system
and decisions to engage in exploratory behavior.
! 2012 IBRO. Published by Elsevier Ltd. All rights reserved.

Key words: P300, exploration/exploitation tradeoff, decision
making, reinforcement learning, ERP, learning.

INTRODUCTION

In Mill’s Utilitarianism (1863/2008), he argued that
humans have an inherent desire to maximize utility. As
such, the decisions that we make on a day-to-day and
moment-to-moment basis typically reflect a desire to

maximize the reward. However, as Dennett (1986) and
others have pointed out, calculating the utility of
decisions in the real world can be challenging because
the potential consequences of our actions are not
always known. Even if utility calculations are restricted
to the near future, complex or novel situations may arise
that require exploring options with unknown
consequences. Exploration is inherently risky but
necessary in order to assess new response options or
reassess old ones. The knowledge gained through
exploration can later be exploited to improve
subsequent decisions, and thus yield even greater
increases in utility. However, one cannot always engage
in exploratory behavior. Rather, one must balance
exploratory behavior with exploitation—selecting the
most rewarding response option as much as possible.
Therefore, an optimal decision strategy for maximizing
utility would entail utilizing an exploitative mode of
control most of the time with occasional instances of
exploratory behavior.

Experimentally, decisions to explore or exploit can be
studied in tasks such as the Balloon Analog Risk Task
(BART: Lejuez et al., 2002). During performance of the
BART, participants must continually explore their
options—either take the money they have already
earned or continue gambling. The key manipulation of
the BART is that, for each pump of the balloon
(gamble), the amount of money earned increases along
with the probability of losing all earned money. This
manipulation makes each gamble increasingly risky.
Thus, there is an optimal response in the BART (i.e.
total number of balloon pumps) that is based on the risk
and reward structure of the task (Lejuez et al., 2002),
and as such, to maximize reward, participants need to
explore in order to determine the optimal number of
balloon pumps. Computational models of the BART
suggest that people make a risk assessment prior to
each pump: a decision to continue pumping or collect
their accumulated reward (Wallsten et al., 2005). The
Wallsten et al. (2005) model’s predictions were recently
corroborated by Wershbale and Pleskac (2010) who
observed two distinct distributions of response times in
human BART performance. Specifically, they observed
that people generally made automatic, rapid responses
in the BART, but occasionally paused to assess
whether or not they should continue gambling.
Wershbale and Pleskac (2010) hypothesized that these
pauses represent the assessments predicted by earlier
modeling work (Wallsten et al., 2005; Pleskac, 2008).
Interestingly, the number of assessments that
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pumps. We then preprocessed the EEG data in an identical
manner as outlined above. Following preprocessing, ERPs
were created by averaging the EEG data by condition for each
electrode channel and participant separately for early and late
gains and losses.

To quantify the P300 evoked by balloon bursts, we created a
difference waveform for each participant and channel by
subtracting the gain (growth) waveforms from the subsequent
loss (burst) waveforms for both early and late balloons (see
above). As before, the P300 was defined as the maximum
positive deflection in the difference waveforms 300–450 ms
following stimulus onset for each balloon burst (early/late) at
electrode site Cz, where the difference was maximal. P300
amplitudes were then statistically tested against zero using a
single-sample t-test, with an assumed alpha level of .05.

RESULTS

Time between pumps

A visual examination of the behavioral data revealed a
subset of trials with longer response times—
presumably, trials in which participants deliberated
whether to take their accumulated money or continue
playing (i.e. exploration). Long decision times (long
inter-pump times) were defined as those more than
three standard deviations above the mean. See Fig. 2
for a set of sample responses. Explore decision points
were defined as increases in balloon size preceding long

inter-pump times. All other increases in balloon size
were classified as exploitations—trials in which the
response time was short, suggesting an exploitative
mode of control. This criterion created two separate
distributions of decision times, each with a different
mean (p< .01): shorter decision times for exploitative
decisions (404 ± 31 ms), and longer decision times for
exploratory decisions (798 ± 50 ms), consistent with
Wershbale and Pleskac (2010). Also consistent with
Wershbale and Pleskac (2010), participants explored
less (3 ± 0.4% of trials for balloons numbered 51–300
compared to 15 ± 3% for balloons 1–50) as they
became more familiar with the task (Fig. 3).

Exploration

Recall that we predicted exploration would lead to a larger
ERP response in the P300 time range preceding longer
response times, as we believed that this reflected
deliberation of the decision to explore or exploit. Indeed,
our analysis of the ERP waveforms in the P300 time
range supported our hypothesis as we found a
difference between explorative and exploitative trials
that was maximal at electrode CP2. Specifically, we
found a larger (more positive) ERP response in the
P300 time range for exploration trials (1.79 ± 0.40 lV)
relative to exploitation trials (0.47 ± 0.39 lV),

Fig. 1. Experimental design, along with timing details. Participants could respond by either pumping the balloon, or collecting the accumulated
reward. Pumps could result in a successful inflation, or a balloon burst, in which case the accumulated reward for that balloon was lost. Relevant
EEG data were recorded at (a) decisions to pump that were followed by a balloon inflation, (b) balloon bursts, and (c) balloon inflations.
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Previous research justifies our approach. In a seminal
study, Wallsten et al. (2005) evaluated several models of
BART performance by comparing their simulated outputs
to human behavioral data. Wallsten et al. (2005) found
some variation in exploratory behavior among individual
human participants, with some participants continuing to
gamble after the optimal number of pumps. To account
for this, Wallsten and colleagues’ model included
components that decided how many pumps to make
and whether to stop or keep going prior to each
individual pump. In a later improvement of the Wallsten
et al. (2005) model called the Bayesian sequential risk-
taking model (BSR), Pleskac (2008) included an
individual response bias that changed over time (see
Busemeyer and Pleskac, 2009, for a review of the
different components of dynamic decision-making

models). Wershbale and Pleskac (2010) later amended
the BSR to account for observed delays in response
times so that assessments (decisions to either continue
or stop) only occurred on a subset of trials. The trials
associated with exploratory behavior were preceded by
longer response times—explained as an increase in
cognitive load linked to the decision process. Notably,
and in line with human data, the model predicted that
participants would tend to make fewer assessments
over time, a prediction consistent with both exploratory
behavior and the pattern of results we observed in our
data. The most recent version of the BSR (Wershbale
and Pleskac, 2010) provided a good fit for human BART
data, including between-subject variation in response
selection, and within-subject variation in response-time.
In the present experiment, our participants’ response

Fig. 4. Decision to explore or exploit. Note that 0 ms corresponds to the onset of the decision (balloon pump). Negative voltages are plotted up by
convention. (a) Averaged ERP waveforms recorded at channel CP2 for exploration and exploitation decisions. (b) ERP topography map for the
difference waveform (explore minus exploit) at 400 ms post decision.

Fig. 5. sLORETA source analysis of exploration trials compared to exploitation trials at 400 ms post decision. Statistical nonparametric mapping
(SnPM) at a significance level of .05 revealed differences localized in Brodmann Areas 6 (sLORETA value = 35.7) and 10 (sLORETA value = 31.8)
within the superior frontal gyrus.
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Summary



We know that…
1. Parts of the brain encode expected values
2. Parts of the brain are sensitive to actual 

decision point
3. Factors that impact decision-making (risk, 

uncertainty) are encoded as well
4. Parts of the brain mitigate the explore – exploit 

dilemma 



Economics Psychology

Neuroscience



Multiple Decision Systems
System I versus System II



System I
"Fast"

System II
"Slow"

Kahneman (2011)



2 + 2 =



“bread and …”





13678 / 13 =



“the second highest mountain on 
Vancouver Island is …”





System I
"Fast"

System II
"Slow"

Kahneman (2011)



System I





System II





Defining System 1 and System 2

A dual-process theory that defines two sets of 
systems to explain high-level processes such as 

reasoning, judgment, and decision making.



SYSTEM 1 SYSTEM 2
Automatic Controlled

Associative Rule-Based

Implicit Explicit

Ty
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Pr
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s Fast Slow

Effortless Effortful

Erroneous Accurate



Algorithmic Example

• Bat and a ball together cost $1.10
• The bat costs a dollar more than the ball
• How much does the ball cost?

• Ball ($0.10) + Bat ($1.10) = $1.20
• Ball ($0.05) + Bat ($1.05) = $1.10



SYSTEM 1 SYSTEM 2

Evans and Stanovich, 2013

Does not require working 
memory Requires working memory

Does not require cognitive 
decoupling Requires decoupling

Autonomous Not autonomous



SYSTEM 1 SYSTEM 2

Kahneman, 2011

Things that happen to you Things that you do





Second

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26

Add-One Task

Add-Zero

Computer Computer Participant Participant
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5 8 8 1 5 8 8 1 5 8 8 1



Add-One Task

Add-One
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nd 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26

Computer Computer Participant Participant
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6 2 1 1 7 3 2 2 7 3 2 2



Results

Kahneman et al., 1968



Conclusion

Pupil dilation has been linked to processing load
(Kahneman et al., 1968)

Okay, but …

Pupil dilation has been linked to illumination, target detection, 
perception, learning, memory, decision making etc.

(Wang & Munos, 2015) 



Information Processing

Sensory

Processing

Perception Decision

Making
Response

Selection

Response

Execution
Sensory 

Input
Motor 
Output

MEMORY

Short Term

Long Term

ATTENTION



Putting it together

Learned Stimulus Response Association (System I)

Exertion of Cognitive Control (if needed)(System II)

Response



What is cognitive control?





Cognitive Control

The Stroop Task



Say the colour of the words you see



Green



Red



Yellow



Blue



Red



Green



Blue



Green



Yellow



Phonological 
Loop

Central Executive

Visuo-spatial 
Sketchpad

Baddeley & Hitch, 1974



















Putting it together

Single versus Dual Process Models



In a medical context



In economics





Research Question:
Can we use evoked power in the theta band 

(and other bands) as a proxy for System I and 
System II decision-making?



estimation [11,14,27–30], EEG-informed functional MRI
[31,32], and invasive recordings in humans and monkeys
[33–36] that these FMu activities are generated by midcin-
gulate cortex (MCC) and pre-supplemental motor area (pre-
SMA; Figure 2A). An endogenously generated motor
response or exogenously evoked percept instantiates an
obligatory pattern of phase reset and power enhancement
in midfrontal sensors, largely in the theta band [9]. These
theta dynamics are thought to act as temporal templates for
organizing midfrontal neuronal processes, which are then
enhanced following events indicating a need for increased
control [9]. Collectively, these observations bolster the the-
ory that FMu reflects a common mechanism, a lingua franca,
for implementing adaptive control in a variety of contexts
involving uncertainty about actions and outcomes.

Theta phase is a biologically plausible candidate for
neuronal computation and communication
We propose that these theta-band similarities not only
suggest that these phenomena are aspects of a common
high-level process, but also may indicate how the need
for control is biophysically realized and communicated.

Time-varying changes in the phase angle reflect popula-
tion-wide oscillations of neuronal membrane potentials
[37]. This synchronization can create temporal windows
for segregating cortical populations [38], which can sep-
arate information intake and transfer processes [39,40].
Neuronal populations participating in a given frequency
perturbation will be more (trough) or less (peak) likely to
be excited as a function of the population oscillation and,
thus, will more likely to interact, exchange information,
and modulate synaptic plasticity together [41].

Germane to the current topic, this type of spike-field
coherence has been demonstrated in both rat [23] and
monkey cingulate cortex [35], where increased theta power
is associated with enhanced coupling between single neu-
ron spikes and the phase of the population theta cycle
(Figure 2B). It has previously been proposed that these
midfrontal theta phase-consistent activities could act to
organize neural processes during decision points, such as
where choice-relevant information is integrated to inform
action selection [42] (Figure 2C).

The phase-locked dynamics observed in FMQ signals,
and the proposed underlying oscillatory dynamics thereof,
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Figure 1. A variety of eliciting events is associated with a similar neuroelectrical signature on the scalp. (A) Traditional event-related potential (ERP) components in the time
domain. N2: an ERP component elicited by novelty or stimulus–response conflict. Feedback-related negativity (FRN): a similar N2-like component elicited by external
feedback signaling that one’s actions were incorrect or yielded a loss. Correct-related negativity (CRN): a small, obligatory component evoked by motor responses even
when these are correct according to the task, and enhanced by response conflict. Error-related negativity (ERN): a massive ERP component evoked by motor commission
errors. Although these ERP components (i.e., peaks and troughs in the signal locked to particular external events and averaged across trials) are related to learning and
adaptive control, they represent a small fraction of ongoing neural dynamics. (B) Time-frequency plots show richer spectral dynamics of event-related neuroelectrical
activity that allow one to study power following particular events without requiring signals to be phase locked. Here, significant increases in power to novelty, conflict,
punishment, and error are outlined in black, revealing a common theta-band feature. (C) Scalp topography of event-related theta activity. The distribution of theta power
bursts is consistently maximal over the frontal midline. Data and statistical tests from [9].
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[31,32], and invasive recordings in humans and monkeys
[33–36] that these FMu activities are generated by midcin-
gulate cortex (MCC) and pre-supplemental motor area (pre-
SMA; Figure 2A). An endogenously generated motor
response or exogenously evoked percept instantiates an
obligatory pattern of phase reset and power enhancement
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tion-wide oscillations of neuronal membrane potentials
[37]. This synchronization can create temporal windows
for segregating cortical populations [38], which can sep-
arate information intake and transfer processes [39,40].
Neuronal populations participating in a given frequency
perturbation will be more (trough) or less (peak) likely to
be excited as a function of the population oscillation and,
thus, will more likely to interact, exchange information,
and modulate synaptic plasticity together [41].

Germane to the current topic, this type of spike-field
coherence has been demonstrated in both rat [23] and
monkey cingulate cortex [35], where increased theta power
is associated with enhanced coupling between single neu-
ron spikes and the phase of the population theta cycle
(Figure 2B). It has previously been proposed that these
midfrontal theta phase-consistent activities could act to
organize neural processes during decision points, such as
where choice-relevant information is integrated to inform
action selection [42] (Figure 2C).
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Figure 1. A variety of eliciting events is associated with a similar neuroelectrical signature on the scalp. (A) Traditional event-related potential (ERP) components in the time
domain. N2: an ERP component elicited by novelty or stimulus–response conflict. Feedback-related negativity (FRN): a similar N2-like component elicited by external
feedback signaling that one’s actions were incorrect or yielded a loss. Correct-related negativity (CRN): a small, obligatory component evoked by motor responses even
when these are correct according to the task, and enhanced by response conflict. Error-related negativity (ERN): a massive ERP component evoked by motor commission
errors. Although these ERP components (i.e., peaks and troughs in the signal locked to particular external events and averaged across trials) are related to learning and
adaptive control, they represent a small fraction of ongoing neural dynamics. (B) Time-frequency plots show richer spectral dynamics of event-related neuroelectrical
activity that allow one to study power following particular events without requiring signals to be phase locked. Here, significant increases in power to novelty, conflict,
punishment, and error are outlined in black, revealing a common theta-band feature. (C) Scalp topography of event-related theta activity. The distribution of theta power
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Current Experiments



Experiment One



Trial Order

+
C

+ "Correct"

400-600ms 800-1200ms 700-1000ms 400-600ms 1000 ms



Block Order

First Half

Second Half

"Familiar" "Unfamiliar"





A

New Blobs



Familiar Blobs



How does theta relate to decision making?

Cognitive Control (Cavanagh & Frank, 2014)

and…

Is this what System II is?



How do alpha relate to decision making?

Release of attentional resources (Mathewson et al., 2013)

Probably not System I, but is reflective of an underlying System I 
decision process?



Hypotheses

System I thinking (fast, instinctive) results in enhanced alpha 
oscillations

System II thinking (slow, deliberative) results in enhanced theta 
oscillations



Experiment Two



Explore = 0.3

Explore = 0.1

Explore = 0.01



Underlying reward distributions

• Participants dig in either California or Alaska
• Rewards in Alaska are clustered at a single location (one peak = 

sparse?)
• Rewards in California are clustered at several location (many 

peaks = abundant?)



Alaska: single reward peak mouse inputprevious dig 
location

Mean change in position since previous trial

feedback
response

decision
(until response)

CONTACT

From alpha to theta: Reward distribution knowledge 
impacts decision making style

The Neuroeconomics Laboratory, University of Victoria
C.D. Hassall and O.E. Krigolson

Alpha Oscillations (8 – 12 Hz)
• Idling of the brain – calm yet alert (Adrian & Mathews, 1934)
• Intake rejection – suppression of irrelevant stimuli (Cole & Ray, 

1985)
• Inhibitory processes – increases signal-to-noise (Klimesch et 

al., 1999, 2000)
Theta Oscillations (4 – 7 Hz)
• Memory encoding and retrieval
• Maintaining working memory
• Detecting novel stimuli
• Cognitive control (Cavanagh & Frank, 2014)

When making decisions, do alpha/theta oscillations depend on 
knowledge about the environment?

Participants dug for gold on maps with two different underlying 
reward distributions:

SPARSE

In addition to encouraging different behaviors (i.e. different 
strategies), knowledge of reward distribution impacts the neural 
response at both decision time and feedback time. We observed an 
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Summary

Again, increased theta activity is seen for System II decisions 
(Exploration)

And also, increased alpha activity is seen for System I decisions
(Exploitation)



Experiment Three



Research Question

Can we replicate the Kahneman study while using 
integrative measures to discern what cognitive 

mechanisms are involved in System 1 and System 2 
processing?



Current Study

Eyelink II 64- ActiCHamp



Parietal alpha will be smaller for the add-one         
(System 2) condition

Frontal theta will be larger for the add-one          
(System 2) condition

Eye pupil data will be replicated

Hypotheses
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Results – Eye Pupil Data



Results – Theta – Add One > Add Zero



Results – Theta x Pupil Correlation

r(24) = .63
p = .0006



Conclusions – Theta

System 2 utilizes increased cognitive 
control in comparison to System 1



Results – Alpha – Add Zero > Add One



Results – Alpha x Pupil Correlation 

r(24) = -.58
p = .0017



Results – Theta x Alpha Correlation

r(24) = -.49
p = .0103



Parietal alpha will be smaller for the add-one         
(System 2) condition

Frontal theta will be larger for the add-one          
(System 2) condition

Conclusions

Eye pupil data will be replicated
Confirmed

Confirmed

Confirmed



Conclusions

What separates System 1 processing from System 2 
processing is, in part, cognitive control and attention
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Diagnostic Reasoning

A Universal Model of Diagnostic Reasoning
Pat Croskerry, MD, PhD

Abstract
Clinical judgment is a critical aspect of
physician performance in medicine. It is
essential in the formulation of a
diagnosis and key to the effective and
safe management of patients. Yet, the
overall diagnostic error rate remains
unacceptably high. In more than four
decades of research, a variety of
approaches have been taken, but a
consensus approach toward diagnostic
decision making has not emerged.

In the last 20 years, important gains have
been made in psychological research on

human judgment. Dual-process theory
has emerged as the predominant
approach, positing two systems of
decision making, System 1 (heuristic,
intuitive) and System 2 (systematic,
analytical). The author proposes a
schematic model that uses the theory to
develop a universal approach toward
clinical decision making. Properties of the
model explain many of the observed
characteristics of physicians’
performance. Yet the author cautions
that not all medical reasoning and
decision making falls neatly into one or

the other of the model’s systems, even
though they provide a basic framework
incorporating the recognized diverse
approaches. He also emphasizes the
complexity of decision making in actual
clinical situations and the urgent need
for more research to help clinicians gain
additional insight and understanding
regarding their decision making.

Acad Med. 2009; 84:1022–1028.

Diagnostic reasoning is the most
critical of a physician’s skills. As Nuland1

notes, “It is every doctor’s measure of his
own abilities; it is the most important
ingredient in his professional self-image.”
Yet the rate at which doctors fail in this
critical aspect of clinical performance is
surprisingly high. Autopsy findings have
consistently shown a 20% to 40%
discrepancy with the antemortem
diagnosis,2,3 and a third of these autopsies
would not have taken place if the true
diagnosis had been known.2 Despite
improved technology and an improved
evidence base in medicine, the
misdiagnosis rate detected through
autopsy studies has not changed
significantly during the last century.4

The contribution of diagnostic error to
patient morbidity and mortality is
significant, but strategies for reducing it
do not come easily to hand. The
development of clinical decision support
tools such as DXplain,5 ILIAD,6 Quick
Medical Reference,7 ISABEL,8 and many
others over the last five decades reflect

the effort to augment and improve the
diagnostic performance of clinicians.

Improving diagnostic reasoning would
seem to be an important goal for the
safety of patients; however, a major
impediment has been the variety of
approaches that have been taken toward
understanding the clinical reasoning that
underlies the diagnostic process. These
cluster into two main groups (see List 1),
following the historical division into
intuitive or analytical approaches toward
thinking, reasoning, and deciding.9,10 The
various approaches that have been taken
toward decision making have two
implicit purposes: first, to explain the
ways in which we think and, second, to
generate a practical approach to decision
making that has important clinical
utilization.

The intuitive approach leans heavily on
the experience of the decision maker
and, therefore, uses reasoning that
depends on inductive logic. Experienced
decision makers recognize overall
patterns (gestalt effects) in the
information presented and act
accordingly—action is recognition
primed.11 The experience of the decision
maker will determine how well the
information presented is interpreted as
the decision maker seeks to make sense of
the overall gestalt. Typically, such
decisions are made under uncertainty;
they employ heuristics or mental
shortcuts,12 and they may be made

quickly using thin-slice sampling (ie,
relying on instinctive first impressions).13

As we rarely have all of the information
necessary to make an informed decision,
such “rational” decisions have bounds or
limitations,14 but we do the best we can
under the circumstances. In recent years,
the intuitive approach has also come to
incorporate elements of evolutionary
psychology—the view that some of our
thinking is driven by cognitive modules
that are hardwired in the Darwinian
sense.15 Also, there is accumulating
interest in the role of preattentive, or
preconscious, mental processes—the
view that perceptual analysis can
effortlessly occur without deliberate
intention or awareness and lead to
judgment and action.16,17

The analytical approach, in contrast, takes
place under more ideal conditions, where
there are fewer boundaries and greater
availability of resources, resulting in less
uncertainty; decisions made under these
circumstances approach normative
reasoning and rationality more closely.
If all the relevant variables and the
parameters of test performance are
known, then one can use the Bayesian
method to calculate fairly exact
probabilities of the likelihood of a
particular disease. The analytic reasoning
mode is classically Popperian, with
hypothesis testing and deductive
reasoning; it is analytical, involves critical
thinking, and is logically sound.
Arborization, or multiple branching, is

Dr. Croskerry is professor, Department of
Emergency Medicine, Faculty of Medicine and
Division of Medical Education, Dalhousie University,
Halifax, Nova Scotia, Canada.

Correspondence should be addressed to Dr.
Croskerry, Department of Emergency Medicine,
Queen Elizabeth II Health Sciences Centre, Halifax
Infirmary, Suite 355, 1796 Summer Street, Halifax,
Nova Scotia B3H 3A7 Canada; telephone: (902)
494-6596; e-mail: (croskerry@eastlink.ca).
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Summary

Again, increased theta activity is seen for System II decisions

But, that pattern of alpha activity was not what we expected 
(System II > System I)
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Novices
Analytic, Book Based Knowledge

Experts
Holistic, Experience Based Imagery
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